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ABSTRACT

We present a heuristic algorithm for the choice of the wedgelet regularization parameter for the purpose of denois-
ing in the case where the noise variance σ2 is not known. Numerical experiments comparing wavelet thresholding
with wedgelet denoising, and with the related schemes quadtree approximation and platelet approximation, allow
to assess the respective strengths of the different approaches.

For small values of σ2, wavelets are clearly superior to wedgelets, and they are better at restoring textured
regions. For large σ2, or for images of a predominantly geometric nature, wedgelets yield consistently better
results. Moreover, the tests reveal that the heuristic algorithm is quite effective in choosing the regularization
parameter.
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1. INTRODUCTION

Wedgelet approximations

Wedgelet approximations were introduced by Donoho,1 specifically for the task of denoising images of the horizon
class, which is a set of particularly simple benchmark images. By definition a horizon class image consists of
smoothly bounded connected regions within which the image is constant. The initial wedgelet construction was
conceived for the continuous image domain Ic = [0, 1)2, motivated by the observation that wavelets were poorly
suited to efficiently approximate elements of this image class. Here, the main argument against wavelets consists
of the observation that the efficiency of wavelet approximation is indifferent to the smoothness of the boundaries,
even though the boundaries are the sole carriers of information in this image class. The comparison of wavelets
against wedgelets relies on continuous domain arguments, and the resulting mathematical statements concern
the asymptotic nonlinear (small-scale) approximation behaviour.

In the following however, we focus on the use of wedgelet methods for the denoising of discrete images of a
given resolution, without any appeal to continuous domain theory. For the sake of notational convenience, we
fix that images are understood as elements of the function space RI , where I = {0, . . . , 2J − 1}×{0, . . . , 2J − 1}.
Other image sizes can be treated by suitable adaptation, at the cost of a more complicated notation. The image
space is equipped with the `2-norm,

‖f‖2 =

(∑

k∈I

|f(k)|2
)1/2

.

Generally speaking, wedgelet approximation is achieved by partitioning the image domain adaptively into
disjoint wedge-shaped sets, followed by computing an approximation of the image on each of these sets. We
are specifically interested in optimal approximations that achieve a small approximation error with a minimum
number of segments.
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Geometrically, the wedgelet approach can be described as a refinement of quadtree-approximation. We let Q
denote the set of dyadic squares contained in I,

Q = {{2jk, . . . , 2j(k + 1)− 1} × {2jm, . . . , 2j(m + 1)− 1} : 0 ≤ j ≤ J , 0 ≤ k, m < 2J−j} .

Then a quadtree partition of I is a decomposition of I into the disjoint union of dyadic squares. There is a
natural tree structure associated to such a decomposition: If Q = {p1, . . . , pn} ⊂ Q is a quadtree partition, let
T be the set of all dyadic squares containing at least one element of Q as a subset. The containment relation
induces a quadtree structure on T , and the elements of Q are just the leaves of T .

A wedge partition P is obtained from a quadtree partition Q by splitting each element of Q into (at most)
two wedge-shaped sets, along a suitable straight line. Thus P is a partition of I into wedge-shaped sets, which
will be used as the basis for piecewise constant approximation. Any function that is constant on a suitable
wedgelet partition will be called wedgelet approximation. Given a wedgelet partition P and a function f ∈ RI ,
we denote by f̂P the piecewise constant function assigning each wedge w ∈ P the mean value of f on w. Then it
is clear that f̂P is the minimizer of ‖f − g‖2 among all functions g that are constant on the elements of P. Since
we measure the error of wedgelet approximation in the `2-norm, the problem of computing optimal wedgelet
approximations boils down to determining optimal wedge partitions.

For the study and computation of optimal wedgelet approximations, it is useful to introduce a regularization
parameter γ ≥ 0, and define an associated functional on the set of wedgelet partitions:

Hγ,f (P) = γ|P|+ ‖f − f̂P‖22 . (1)

A minimizer of Hγ,f will be denoted by P̂γ , and the associated piecewise constant image by f̂γ . We observe that
generally P̂γ need not be unique, but routine arguments allow to conclude that the exceptional cases of f and
γ for which the minimizer is not unique constitutes a set of Lebesgue measure zero in `2(I) × R+ ∼= R|I| × R.
Thus we will ignore the exceptional cases and speak of ‘the’ minimizer in the following.

We note that the regularization parameter γ can be interpreted as a scale: As γ ranges from 0 to ∞, the
minimizer f̂γ of (1) runs through a stack of images, starting from the data (for γ = 0) to a constant image (for
γ = ∞). This interpretation of the parameter is the motivation for the title of this paper: A multiscale algorithm
exploits the information contained in the family of minimizers, and their dependence on γ.

An important aspect of the functional (1) is that its minimizers have alternative interpretations as solutions
to two different restricted optimization problems. On the one hand, f̂γ is an optimal wedgelet approximation
to f with a prescribed complexity: If N = |P̂γ |, let XN denote the set of images in RI which are constant on a
partition of I into at most N wedges. Then f̂γ is an element of XN with minimal `2-distance to f .

But we may also define ε = ‖f−f̂γ‖2, and observe that among all wedge partitions incurring an approximation
error of at most ε, P̂γ is the one with the smallest number of elements.

The specific appeal of the wedgelet approach lies in the fact that, unlike the restricted optimization problems,
minimizers of (1) are obtained by a simple and fast algorithm; which is what we describe next.

Minimization algorithm

An algorithm for the minimization of (1) can be broken down into the following two steps1:

1. Optimal wedge splits: For each dyadic square p, determine the wedge split p = w1 ∪ w2 which yields
the minimal local approximation error ‖f |p − f̂p‖22. Here f |p is the restriction of f to p, and f̂p is the
function that assigns each element of wi the mean value of f on wi. Store the optimal split and associated
approximation error.

2. Global minimization: Given γ, compute the optimal wedgelet decomposition P from the data stored in
the first step. Then, given an image f and every parameter γ, we only need to compare two candidates for
the optimal wedge partition; i.e., either



(a) P̂γ is obtained by a single wedge-split applied to the dyadic square I; or

(b) Let I = I1 ∪ I2 ∪ I3 ∪ I4 denote the decomposition of I into the next smaller dyadic squares. Let P̂ i
γ

denote the optimal wedge partition of Ii, associated the restriction f |Ii
and the parameter γ. Then

P̂γ =
⋃

i=1,...,4 P̂ i
γ .

The purpose of the first step was to provide data to deal with case (a), and case (b) can now be treated
efficiently in a recursive manner, resulting in a fast minimization algorithm.

This way of organizing the minimization procedure is based on the following observations. We refer to Refs.
1–3 for more details.

1. From a computational point of view, the first step dominates the algorithm performance. We are required
to compute mean values and `2-errors for a large number of wedges, and a naive approach to this problem
results in huge computation times. An effective solution of this problem is one of the main contributions
of our implementation, which we describe in more detail in the next subsection.

2. In view of the previous remarks, it is important to note that the first step does not depend on the para-
meter γ. The quadtree structure associated to dyadic squares allows a fast implementation of the global
minimization step, yielding arbitrary access to the minimizers of (1) almost in real time, once the first step
has been carried out. This observation will be exploited by our algorithm for the choice of γ for denoising,
described in more detail in Section 2.

Our implementation of the wedgelet scheme
We have recently developed new algorithms for the rapid computation of wedgelet approximations. The imple-
mentation is freely available at the site http://www.wedgelets.de. The algorithms depend on a technique that
allows a convenient control of the angular resolution of the wedgelet scheme. Given an arbitrary angle θ, we
consider a decomposition of the image domain into parallel digitized lines all having angle θ with the horizontal
axis. Then the costly computation of the optimal wedge splits is performed for all wedges arising by a split along
one of these lines, using lookup-tables. Angles can be treated consecutively, allowing to keep memory allocation
almost independent of angular resolution. The number of angles enters linearly into the computation time. Thus
our implementation allows a basically arbitrary transition from the quadtree case to the wedgelet case.

The new techniques result in a significant speedup of wedgelet approximation. We carried out experiments to
compare the computation times of our algorithms and of the routine implemented as part of the BeamLab package
developed in Stanford, showing a speedup of O(103).3 For an image of size 512× 512, local minimization takes
roughly one second per angle. Adapting angular resolution to scale, the computation of a wedgelet minimizer
with 512 possible angles requires less than a minute. It is important to note that here the global minimization
step enters with a time of the order of 20 milliseconds, almost regardless of the angular resolution. In other
words, a whole family of wedgelet minimizers is not much more expensive to compute than a single minimizer.

Our implementation also allows to include local regression models other than the constant functions used in
the original wedgelet scheme; such as the platelets introduced by Willett and Nowak,4 which are obtained by
replacing piecewise constant by piecewise affine approximation.

2. WEDGELET DENOISING IN UNKNOWN NOISE LEVEL

The purpose of this paper is to study and evaluate algorithms for the optimal choice of the regularization
parameter γ in (1). We assume that the image f is given as f = g + e, where g is the original image we seek to
recover, and e is a realization of white Gaussian noise of zero mean and unknown variance σ2.

The original motivation given in Ref. 1 for the conception of the wedgelet scheme was denoising. Based on
a suitable embedding of the discussion into the continuous domain, Donoho derived heuristics for the choice
of parameters and proved optimality results. Similar results, for more general noise and image models, were
obtained in Ref. 3. In both sources, the focus was on consistency, describing the asymptotic behaviour of the
estimators as the resolution of the digital images tend to infinity. By contrast, the techniques we present here
aim at finding the optimal γ for a digital image of fixed resolution and with unknown noise variance.



Figure 1. Left: ‖ bfγ − bgγ‖ versus log10 γ Right: PSNR of bfγ with respect to g versus log10 γ. Observe that the maximal
PSNR of the latter curve is close to the value obtained by visual inspection of the sequence in Figure 3.

A numerical experiment

In the following we exploit the fact that with our implementation, the family of wedgelet approximations (f̂γ)γ∈R+

is accessible basically in realtime. Figure 3 displays such a sequence of approximations, with γ varying equidis-
tantly in logarithmic scale. There is an interesting effect discernible: For small scales, the wedges are busy
reproducing the noise, rather than the structures of the true image. Quite suddenly, and simultaneously over
the whole image, this behaviour changes, and the wedges seem to be aligned with ”true” image structures rather
than with noise.

This qualitative phenomenon can be quantified in various ways. Recall our notation f = g + e, where g is
the original image, and f the version corrupted by Gaussian white noise e. A plot of ‖ĝγ − f̂γ‖2 against log10(γ)
reveals a sudden drop, see Figure 1, roughly for the same value of γ that corresponds to a change in regime
detected visually in the image sequence in Fig. 3. In other words, from a certain parameter γ0 onwards, the
reconstructions of noisy and original image do not differ significantly. An intuitive and quite simple denoising
scheme could thus consist in detecting γ0 and choosing f̂γ0 as reconstruction. A plot of PSNR against log10 γ

further substantiates this intuition: The maximizer of this curve is remarkably close to the point where ‖ĝγ−f̂γ‖2
collapses.

However, in practice the plots in Figure 1 cannot be used, since g is not available. It thus remains to estimate
γ0 from f alone. For this purpose, we propose using the number of wedges used to build f̂γ . More formally, we
consider

wf (γ) = |P̂γ | . (2)

Figure 2 gives an indication of the use of wf . We observe a sharp drop in we, at roughly the same position where
a change of regime can be detected in Figure 3. The change of regime can in fact be recognized in the plot of wf .
A comparison of wf with wg is in good accordance with Figure 1. For the detection of γ0, the most interesting
graph is the lower right corner of Figure 2: It reveals that the graph of wf is quite well approximated by the
sup of the graphs for we –which contributes the first part of the curve– and for wg, which contributes the slower
decline of the second part. This observation suggests that γ0 can be estimated from the plot of wf .

Choosing the parameter γ0

Our algorithm for the choice of γ0 is based on the following observations.

1. The plot of log10 we against log10 γ is very smooth. Moreover, except for large γ, where the final jump from
log10 2 onto 0 depends on the realization, the plots for different realizations are practically indistinguishable.
Put into more mathematical terms, the variance of the random variable log10 we(γ) seems to be extremely
small for small values of γ.

2. The definition of the function wf clearly implies that wcf (γ) = wf (γ/c2), for all c > 0. Applying this
to the white noise e, and observing that we employ a logarithmic scale in the argument, we see that the



Figure 2. log10(| bPγ |) against log10 γ for segmentations on the original image (upper left), a noisy version (upper right)
and Gaussian white noise (lower left). Noise variance in both cases: σ2 = 1000. Lower right: Overlay of the curves.

log− log-plot of we is obtained by horizontally shifting the log− log-plot of wẽ, where ẽ is white noise with
unit variance.

3. A further important observation, and an additional argument for the use of the log− log-scaling in the
plots, is the characteristic shape of we that distinguishes noise from regular images. For noisefree images g,
the decline of log10 wg as a function of log10 γ tends to be much more gradual, without any sudden changes
as in the noisy case. It should be pointed out however, that a similar phenomenon as for the noisy case can
be observed in connection with textures: For textured regions one can also observe that for small values
of γ, the images are reproduced accurately at the cost of a large number of wedges, and above a certain
value γ0, the textures almost uniformly disappear from the wedgelet approximation.

We propose the following procedure for the estimation of γ0. The basic idea is to use a realization ẽ of white
Gaussian noise with unit variance to obtain a ‘template’ which is used for comparison with the log− log-plot of
wf . The template is shifted horizontally over the log− log-plot of wf , and the shift yielding the longest interval
on which the shifted copy of wẽ coincides with wf (within a tolerance) yields an estimate of σ2. γ0 is then
obtained by extrapolation, using the behaviour of wẽ as a reference.

1. Fix a logarithmic stepsize α, a tolerance δ > 0 and a threshold Tw.

2. Generate a realization ẽ of white Gaussian noise with unit variance.

3. Using a family of wedgelet approximations of ẽ, compute a template

{wẽ(10αk) : k = N1, . . . , N2} .

N1 and N2 should be chosen so that the interval [αN1, αN2] contains a characteristic part of the log− log-
plot of wẽ.

4. Determine
k0 = min{N1 ≤ k ≤ N2 : wẽ(10αk) ≤ log(Tw)}



γ = 0.001 γ = 0.003 γ = 0.01

γ = 0.03 γ = 0.1 γ = 0.3

γ = 1 γ = 3 γ = 10

Figure 3. Wedge segmentations of noisy image ‘bird’. Original image distorted by Gaussian noise with variance 1000
(top). Wedgelet segmentations with 512 adaptive angles and constant regression for different parameter values of γ on a
logarithmic scale. Observe the sudden disappearance of noise roughly between γ = 0.03 and γ = 0.1.



Figure 4. Test images. Upper row: Baboon, Barbara, Bird, Brodatz, lower row: Camera, Circles, House, Peppers

5. Employ a family of wedgelet approximations of f to compute wf (10αk), k = M1, . . . ,M2.

6. For all displacements ` compatible with the index domains {N1, . . . , N2} and {M1, . . . , M2}, compute

Φ(`) = max{0 ≤ m ≤ N2 −N1 : |wf (10α(k+N1+`))− we(10α(k+N1))| ≤ δ , ∀0 < k ≤ m} .

7. `0 = arg max`Φ(`) yields an estimate of σ, via σ2 ≈ 10α`0 .

8. We choose γ0 as 10α(`0+k0), and pick f̂γ0 as reconstruction.

The stepsize α and the tolerance δ have straightforward interpretations. The threshold Tw is used to determine
the final choice of γ0 from the estimated displacement `0. By definition of k0, 10αk0 marks the smallest value
of σ for which the wedgelet algorithm, applied to ẽ, returns a reconstruction consisting of at most Tw wedges.
Picking a small integer for Tw we may be certain that the wedgelet algorithm has removed most of the noise
from the (constant) background image. Ideally one would expect Tw = 1, but it turns out that for this value the
estimate of k0 depends too strongly on the realization. But already Tw = 2 results in a fairly stable choice of k0.

The choice of γ0 can then be interpreted as an application of a wedgelet estimator obtained empirically for
the removal of Gaussian white noise from a constant image, to other background images.

We observe that in principle the steps 2.-4. can be computed in advance, at least when the image size is
known. In fact, all that is needed for the remaining steps is the factor 10αk0 . Hence the algorithm can also be
understood as a two-step procedure: Estimate σ2 ≈ σ2

0 = 10α`0 , and pick the parameter γ0 as γ0 = σ2
0η, where

η = 10αk0 is a precomputed constant that depends only on the image size and can be computed in advance.

The numerical experiments described in the next section were carried out using α = 0.05, δ = 0.1, Tw = 2,
N1 = M1 = −7/α and N2 = M2 = 5/α.

3. NUMERICAL EXPERIMENTS

We have carried out denoising experiments on different well-known test images of size 256 × 256, displayed in
Figure 4. We compared the results of the following algorithms:

1. Wedgelet approximation, using the algorithm described in the previous section for the estimation of the
optimal regularization parameter.



2. Optimal wedgelet approximation, using the parameter yielding maximal PSNR with respect to the original
image. This (obviously unrealistic) method was included to assess the performance of the algorithm for
parameter choice, and the potential of wedgelet denoising.

3. Wavelet thresholding, using the standard hard thresholding technique: First, σ was estimated from the
finest scale wavelet coefficients

σ̂ =
1

0.6745
Median{|〈f, ψl,k〉|}

where l is the finest decomposition level of the wavelet transform, and k runs through all relevant positions.
Then uniform hard thresholding was applied to all detail coefficients. For the choice of threshold, we
followed the method from Ref. 5, which for images of the size used here prescribes

T = 3.2722 · σ̂ .

In our tests, this choice of threshold consistently gave the best results; in particular the results were
systematically superior to those for the widely used choice T =

√
2 loge N · σ̂ = 4.7096 · σ̂. We employed

the db8 wavelet, using 5 decomposition levels.

4. Quadtree approximation: The computation of an optimal quadtree approximation can be obtained by
minimizing (1) on the set of dyadic partitions. The minimization algorithm follows the same two-step
procedure as for wedgelet minimization. Here the first step drastically simplifies, which results in very fast
algorithms. Hence the comparison between quadtree and wedgelet approximation allows to assess what
the additional computational effort necessitated by the wedgelet approach yields.

For the choice of regularization parameter we employed the same algorithm as for wedgelets. Here it is
crucial to observe that the template used in the algorithm depends on the approximation scheme.

5. Platelet approximation: In terms of computational complexity, platelets resemble the opposite end of the
scale. They were introduced by Willett and Nowak,4 as a fairly straightforward extension of the wedgelet
scheme, obtained by replacing the locally constant regression by locally affine functions. Algorithmically,
this affects only the first step of computing the optimal wedge splits.

We are aware that by now there exist wavelet denoising algorithms that are more sophisticated than hard
thresholding, and yield better performance. Let us just mention scale-adaptive thresholding, Gaussian mixture
models and cycle spinning. However, wavelet thresholding seems to best suited for comparison: We study the
use of nonlinear wedgelet approximation for denoising, of which wavelet thresholding is the precise analog. The
test results are intended to provide a comparison of the respective strengths and weaknesses of the wavelet and
wedgelet systems.

All wedge partitions were based on an angular resolution of 5 degrees; i.e., 36 equidistant angles were taken into
consideration for the computation of the optimal wedge splits. The average times necessary for the computation
of f̂γ0 from f were 5.1 seconds (quadtree), 22.6 seconds (wedgelets) and 110.5 seconds (platelets).

A comparison of denoising performance, measured in PSNR, can be found in Table 1. The documented PSNR
values are mean values, taken over 10 noise realizations. The tests allows the following conclusions:

1. Both wavelets and wedgelets have their preferred classes of images: Wedgelets do particularly well in
restoring salient geometric features, and thus show better performance for all images where these features
dominate, as e.g. the images Camera, Circles or House. On the other hand, the piecewise constant model
performs rather poorly at rendering textures. At least for the sinusoidal textures contained in the Barbara
image, wavelets fare better than wedgelets. Both however perform poorly with pure texture, as the Brodatz
example shows.

2. For small or moderate values of noise variance, say σ2 ≤ 500, the performance of wedgelet approximation
is well below that of wavelets, except for the already mentioned images Camera, Circles, House.

Conversely, for large σ, wedgelet approximation is systematically superior, even for images with strong
texture components. The main reason is that in this case wavelet thresholding also fails to reconstruct the



textures. The remaining image information is predominantly geometric, which is extracted more efficiently
by wedgelets.

3. A comparison of the results for estimated and optimal γ shows that the estimate performs increasingly
better for large noise. We have found the estimated γ0 to be consistently larger than the optimal value,
resulting in a smoothing that is stronger than necessary. This may be expected, as the template used in the
estimation of γ0 refers to the case where there is no background image present. Hence the resulting wedgelet
approximation focusses on noise removal rather than restoration of image structure. Visual inspection of
the denoising results confirms this observation.

Among the structures that are removed early on we find textures, which to wedgelets are indistinguishable
from noise. A good illustration of this point may be obtained from the Brodatz image and σ2 ≤ 250: Here
the estimated γ0 yields dramatically suboptimal PSNR. A similar effect can be found in the PSNR values
for Baboon.

4. For small values of σ2, quadtree approximation performs remarkably well: For σ2 = 100, the only image
where the quadtree approach does not yield the best result among all algorithms is Circles. For this image
the superior angular resolution of wedgelets pays off, whereas even for the images House and Camera,
which contain diagonal edges, the wedgelet scheme is less effective. In any case, the overall impression is
that quadtree approximation outperforms the other methods for σ2 ≤ 250.

5. Platelet approximation turns out to be systematically superior to wedgelets, with very few exceptions.
However, the gain in PSNR is hardly spectacular. For large values of σ2, it decreases below 0.3 DB.

Sample Reconstructions

The sample reconstructions in Figure 5 illustrate our comments regarding the strengths and weaknesses of
wedgelets. At high noise level wedgelets yield clearly defined edges, whereas wavelet thresholding introduces
blurring around the edges. On the other hand, the regular textures contained in the Barbara image have been
almost completely removed, even for small σ2. Also, the representation of color gradients by wedgelets introduces
clearly visible edges that may not incur a large loss in PSNR, but are visually disturbing. Similar observations
apply to quadtree approximation, which induces clearly visible blocking artifacts.

Wedgelet-Wavelet denoising

One further idea we tested was the combination of wedgelets and wavelets, as considered for an image coding
context in 6. The basic idea departs from the observation that wedgelets show superior performance in recovering
edges, whereas wavelets can well represent smooth image regions, as well as regular textures, at least to some
degrees. It is a natural approach to simply combine the two techniques, hoping to design a scheme that combines
the respective strengths: Wedgelets are quite successful in robustly extracting a cartoon image. Ideally, the
subtraction of the wedgelet approximation leaves a residual that consists of textures and noise. The texture
information is then extracted using wavelet denoising. We have tested the following implementation of this idea
on our test images:

Given the noisy image f , compute the optimal wedgelet approximation f̂γ0 . Here γ0 was obtained using the
algorithm described above. Apply wavelet thresholding to the residual r = f − f̂γ0 , to obtain a denoised residual
r̂. The output of the denoising algorithm is f̂γ0 + r̂.

Clearly, the algorithm is the simplest possible combination of the two techniques. This type of wavelet
postprocessing results in an improvement over the wedgelet scheme that is systematic but too slight to be
interesting. In the vast majority of cases, the difference is of the order of 0.1 DB, and it never exceeds 0.3 DB.



σ2

Image Method 100 250 500 1000 2000 4000
Baboon wedgelets (est.) 23.81 22.78 22.17 21.69 21.14 20.57

wedgelets (opt.) 28.19 24.87 23.03 21.88 21.21 20.58
wavelets 24.35 23.15 22.33 21.64 20.99 20.25
quadtree (est.) 24.90 23.50 22.67 21.63 20.77 19.81
platelets (est.) 24.11 22.86 22.28 21.74 21.18 20.60

Barbara wedgelets (est.) 27.16 25.75 24.87 23.91 22.92 21.88
wedgelets (opt.) 29.22 26.61 25.19 24.05 22.96 21.91
wavelets 28.25 26.34 25.04 23.84 22.60 21.34
quadtree (est.) 28.39 26.44 24.96 23.59 22.25 20.83
platelets (est.) 27.70 26.18 25.12 24.06 23.03 21.96

Bird wedgelets (est.) 32.76 30.77 29.48 28.06 26.83 25.65
wedgelets (opt.) 33.33 31.07 29.60 28.15 26.86 25.68
wavelets 33.60 31.24 29.43 27.70 25.95 24.11
quadtree (est.) 33.74 31.19 29.30 27.67 26.07 23.63
platelets (est.) 33.56 31.43 29.88 28.29 26.98 25.76

Brodatz wedgelets (est.) 19.70 18.98 18.15 17.04 15.86 14.70
wedgelets (opt.) 28.18 24.20 21.35 18.88 17.03 15.22
wavelets 20.03 19.17 18.31 17.32 16.26 15.20
quadtree (est.) 20.25 20.08 18.91 17.53 16.06 14.72
platelets (est.) 20.11 19.53 18.69 17.38 15.97 14.65

Camera wedgelets (est.) 29.26 27.28 25.89 24.73 23.36 21.96
wedgelets (opt.) 31.06 28.18 26.44 24.95 23.54 22.05
wavelets 28.69 26.50 24.92 23.42 21.96 20.51
quadtree (est.) 31.07 28.61 26.67 24.77 22.80 21.09
platelets (est.) 29.56 27.44 26.21 24.87 23.50 22.03

Circles wedgelets (est.) 42.94 38.76 34.40 30.80 28.81 27.29
wedgelets (opt.) 43.51 38.84 34.92 31.22 28.91 27.38
wavelets 32.00 28.91 26.80 24.85 23.14 21.49
quadtree (est.) 41.14 36.62 33.35 30.25 27.09 23.81
platelets (est.) 42.80 38.88 34.58 30.90 28.84 27.30

House wedgelets (est.) 31.44 29.61 28.39 27.16 25.81 24.54
wedgelets (opt.) 32.14 29.93 28.53 27.25 25.88 24.58
wavelets 31.06 28.89 27.14 25.42 23.78 22.17
quadtree (est.) 32.22 29.83 27.92 25.91 23.99 22.41
platelets (est.) 31.97 30.12 28.80 27.42 25.97 24.66

Peppers wedgelets (est.) 29.49 27.25 25.90 24.46 23.13 21.75
wedgelets (opt.) 30.67 28.01 26.27 24.66 23.22 21.79
wavelets 29.98 27.59 25.87 24.21 22.67 21.09
quadtree (est.) 30.61 28.23 26.21 24.35 22.43 20.82
platelets (est.) 30.33 28.02 26.35 24.89 23.41 21.91

Table 1. Comparison of denoising results.



Figure 5. Sample reconstructions for σ2 = 100 and 1000. Left to right: wedgelets, wavelets, quadtree and platelets.



4. CONCLUDING REMARKS

In this paper we have presented and tested a new technique for the estimation of the regularization parameter
for wedgelet denoising. Regarding the quality of the parameter estimation procedure, the tests exhibited a
remarkable precision, at least for those σ for which it makes sense to employ wedgelets at all.

With respect to the potential use of wedgelets for denoising, the overall impression of our test results may
be summarized by the following observation: The ordering wavelet-quadtree-wedgelet-platelet corresponds to
the computational complexity of the different schemes. For large values of σ2, the ordering also reflects the
performance of the denoising algorithms: The more computational effort, the better results. For small σ2, with
the breakpoint somewhere between 500 and 1000, the ordering reverses. Here the faster algorithms tend to yield
superior results.

The focus of this paper was on the heuristic and experimental treatment of algorithms for the correct choice
of γ0. It remains to be seen whether the algorithms can be substantiated theoretically. They are based on
realizations of the stochastic process γ 7→ |P̂γ |, which are easy to compute and have proven to be useful.
However, the mathematical analysis of this object will be difficult, due to its rather indirect definition as the
result of a minimization process.

There are several possible options for improvement. A simple means of designing a scale-adaptive wedgelet
denoising algorithm could consist in modifying the functional (1), e.g. by weighting wedges in a wedge partition
in a scale-dependent way. Alternatively, the use of Markov models in connection with wedgelet approximations
has been advocated in the context of image coding,7 and one could consider an adaptation to the denoising
context.

The representation of textures may be improved by including other local models: The platelet scheme extends
wedgelets by the inclusion of locally affine regressions, but one might also consider the use of other function
systems for local regression. In principle, our implementation already allows to accommodate this more general
scheme, but we have not yet carried out extensive denoising tests.
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