
Least Squares: The Best Basis Approach

Idea: choose independent variables (i.e. amino acids) for the
solution (as alternative to selecting the largest SVs).

Bene� t: (i) better interpretation of the model; (ii) improved pre-
diction accuracy.

Best Basis Problem: Identify the most signi� cant variables
(i.e. k columns of A resulting in a minimal residual error kr k).

Bad News: N P-Complete Problem.
Brute force solution requires O

� � n
k

�
k3

�
operations

(
� n

k

�
subsets times least squares with Gaussian elimination

(O(k3)).
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For the � -helix prediction problem brute-force is applicable
though (n = 21):

n k
� n

k

�
k3

� n
k

�
k3

10 5 252 125 31500 a reasonable number,
21 10 352716 1000 352716000 borderline,
40 20 137846528820 8000 � 1103� 1012 impossible.
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Stepwise Regression

Greedy Strategy: Start with empty basis and include one in-
dependent variable at a time. The added variable is chosen
to lead to the largest error decrease.
Greedy optimization — no guarantee to � nd global optimum!

Required # of Operations: O
�

(j + 1)3 (n � j )
�

per vector.

in total
P k � 1

j = 0 O
�

(j + 1)3 (n � j )
�

= O
�
k4n

�
:

Note: stepwise regression can be computed backwards with
complexity O

�
n4 (n � k)

�
.

Improvement: Reuse solutions from previous iterations  
O

�
k3n

�
and O

�
n3 (n � k)

�
.
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Dif� culty of the Problem

Consider the matrix A with dim(A ) = m � 2k as follows:

� A 1 : : : A k contain random values and set b :=
P

1� i � k A i

� Choose random A k+ 1 : : : A 2k � 1 and a small error vector "
� Set the last column of A to b �

P 2k � 1
k+ 1 A i + " .

A b

A ...A ...A1 i k A ...Ak+1 2k-1

x

�

x
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Solutions:

� Perfect if the � rst k columns are chosen.
� Arbitrarily small error of k"k for A k+ 1 : : : A 2k � 1 as solution.

Conclusion: Two completely different solution vectors! Hence,
no guarantee that greedy column selection leads to the opti-
mal solution!

Observation: Best basis approach does not yield a “continuous
approximation”.
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Minimization Problems and Best Basis

Let c = f c1; c2; : : : ; ckg � f 1; 2; : : : ng (set of column indices;
convention: ci < ci + 1 for i = 1: : : k � 1).

Objective Function: F (c1; c2; : : : ; ck ) = kr k.

Goal: Find argminc� f 1;2;:::n gF (c).

Topology of search space:
A solution d = f d1; d2; : : : ; dkg � f 1; 2; : : : ng is a neighbor of
c (i.e. d 2 N (c)) iff jd n cj = jc n dj = 1.
The neighborhood N (c) of c contains k (n � k) elements.

De� nition of Local Optimum:
c is a local optimum , (8d 2 N (c) ) F (c) � F (d)) :
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Finding Local Minima: Early Abort

1: c := random set of column indi-
ces;

2: t := F (c);
r est ar t :
3: for all d 2 N (c) do
4: t1 := F (d);
5: if t1 < t then
6: c := d;
7: t := t1;
8: goto r est ar t ;
9: end if

10: end for

=) c is a local optimum.
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Finding Local Minima: Discrete Steepest
Descent

1: c := random set of column indices;
2: t := F (c);
3: while change do
4: change := FALSE;
5: for all d 2 N (c) do
6: t1 := F (d);
7: if t1 < t then
8: c := d;
9: t := t1;

10: change := TRUE;
11: end if
12: end for
13: end while

=) c is a local optimum.
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Improved Steepest Descent
1: visited[c] := TRUE;
2: for iter = 1 : : : 100 do
3: c := random set of column indices;
4: if visited[c] then
5: next; f next iterationg
6: end if
7: visited[c] := TRUE;
8: t := F (c) ;

r est ar t :
9: for all d 2 N (c) do

10: if visited[d] then
11: next;
12: end if
13: t 1 := F (d) ;
14: if t 1 < t then
15: c := d;
16: t := t 1;
17: goto r est ar t ;
18: end if
19: visited[d] = TRUE;
20: end for
21: end for

Idea: Avoid recomputation
of F (c) for visited solutions.
A path is a sequence of
neighbors ending in a local
optimum. If we meet an al-
ready visited point, we end
in the same local optimum!
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Con� dence Interval

Contribution of i th Basis Vector:

t i := F (c n f ci g)2 � F (c)2

is the increase of the squared error kr k2 when basis vector
of the i th column is omitted.

Relative Con� dence Interval for each amino acid (variable)
Let x?

i be the value of the variable corresponding to the co-
lumn ci in the solution of F (c).
=) quadratic reduction of the squared norm since we have
a linear least squares problem.

kr k2 = a0 + a1xi + a2x2
i =

(
F (c)2 xi = x?

i

F (c n f ci g)2 xi = 0
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Assume that xi takes arbitrary values:

kr k2 = F (c)2 +
�

xi � x?
i

x?
i

� 2

t i = F (c)2 +

0

@xi � x?
i

x ?
ip
t i

1

A

2

The normalized contribution x i � x ?
i

x ?
i =

p
t i

is N (0; 1) distributed!

Con� dence Interval:
xi = x?

i � 1:0 x ?
ip
t i

for a 67% con� dence,

xi = x?
i � 1:96 x ?

ip
t i

for a 95% con� dence.
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Re� ning the Least Squares Predictor Function

classi� er should output binary decision:

f (: : : ) =
�

1 if helix
0 if non-helix

How to select the threshold value c0?

Example: f (2E + 2I + Q) � 1:24

f (: : : ) � c0 ) helix
f (: : : ) < c0 ) non-helix
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False-Positive and False-Negative

False-Positive: helix predicted, but in reality there is no helix

False-Negative: no helix predicted, but in reality there is a helix

c0c0
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Comparing False-Positive and False-Negative

Depending on the application False-Negative are worse than
False-Positive

) Choose c0 such that it minimizes the weighted error

E(c0) = wF P # (False Positives) + wF N # (False Negatives)

e.g.
=

m
2bT b

# (False Positives)

+
m

2(m � bT b)
# (False Negatives)
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K -fold Crossvalidation

1) Initialization: Divide the data in K almost equally sized
parts, i.e. X = X1

S
X2

S
� � �

S
Xi

S
� � �

S
XK

2) k-th Step:
Learn a model on K � 1 datasets; test it on the remaining
dataset K

3) Estimation of the Prediction Error:
Combine all K estimates to calculate P̂E ;

� Remember that for 2-fold cross validation the 50% weighted
accuracy is achieved by random choices;
75% accuracy is considered to be good for helix prediction
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Weighted Window Functions

Until now we used window functions like

f (a� 2; : : : ; a2) = a� 2 + a� 1 + a0 + a1 + a2 (symmetric)
f (a0; a1; a2) = a0 + a1 + a2 (asymmetric)

Another idea is to use Weighted Functions like

f (a� 2; a� 1; a0; a1; a2)

= w� 2a� 2 + w� 1a� 1 + w0a0 + w1a1 + w2a2

=
2X

i = � 2

wi ai with
2X

i = � 2

wi = 1

Problem: This leads to nonlinear least squares minimization
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Conventional Approach

Use numerical properties of amino acids to weight the function

� Hydrophobicity: H(AA)
� Molecular Weight / Size: W(AA)
� Charge: C(AA)
� : : :

f (a� 2; a� 1; a0; a1; a2)

= w(H )
� 2 H (a� 2) + w(W )

� 2 W (a� 2) + w(C )
� 2 C(a� 2)

+ : : :

+ w(H )
2 H (a2) + w(W )

2 W (a2) + w(C )
2 C(a2)
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Fisher Linear Discriminant Analysis
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FIGURE 3.5. Projection of the sameset of samples onto two different lines in the di-
rections marked w. The Þgure on the right shows greater separation between the red
and black projected points. From: Richard O. Duda, Peter E.Hart, and David G. Stork,
Pattern ClassiÞcation. Copyright c� 2001 by John Wiley & Sons, Inc.

Question: How should we select the projection vector w, which
optimally discriminates between the different classes?
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Samples: Z = f (x1; y1); : : : ; (xn ; yn g = : X � Y

Partition the sample set in “ class speci� c” subsets
Z � := X� � Y� ; 1 � � � k with yi = � 8xi 2 X� .

Projected samples: x0
i = wT xi ; 1 � i � n

Measure for the discrimination of the projected points?
Sample averages m� = 1

n �

P
x 2X �

x mit n� = jX� j.
Sample averages of projected points:

~m� =
1

n�

X

x 2X �

wT x = wT m�

Distance of the averages in the 2 class case:

wT (m1 � m2)
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Scatter of class � : � � =
P

x 2X �
(x � m� )(x � m� )T

“ within scatter” : � W = � 1 + � 2

Scatter of projected data:

X

x 2X �

(wT x � ~m� )(wT x � ~m� )T =
X

x 2X �

wT (x � m� )(x � m� )T w

= wT � � w = : ~� �

2 classes

=) ~� 1 + ~� 2 = wT � W w

Remark: To separate the data of different classes as good as possible, the
class centroids in the projected space should be as far away as possible
and, simultaneously, the variance in the projection space of the class
speci� c data should be as small as possible.
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Fisher's Separation Criterion

J (w) =
k ~m1 � ~m2k2

~� 1 + ~� 2
=

wT

= :� B
z }| {
(m1 � m2)(m1 � m2)T w

wT � W w

Idea: “Optimal” w can be found by maximization of J (w)!

d
dw

J (w) =
d

dw

�
(wT � W w)� 1 wT � B w

�

= � 2� W w(wT � W w)� 1 wT � B w(wT � W w)� 1

+ 2� B w(wT � W w)� 1 = 0
�
��wT � W w

� B w = � W w
w T � B w
w T � W w
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Generalized Eigenvalue Problem: Let � W be non singular:

� � 1
W � B w| {z }

� (m 1� m 2)

= � w mit � =
wT � B w
wT � W w

Unscaled Solution: ŵ = � � 1
W (m1 � m2) �

Computational Complexity: The computation of the optimal ŵ is deter-

mined by the calculation of the intra-class scatter and ist inverse, which

requires the O(d2n) steps.
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Example: Let m1 = � m2 = (0; 1), � 1 = � 2 =
�

� 1
1 �

�
; � ' 1.

Then ist follows:

� W = 2
�

� 1
1 �

�
� � 1

W =
1

2(� 2 � 1)

�
� � 1

� 1 �

�

w =
1

2(� 2 � 1)

�
� � 1

� 1 �

� �
0
2

�
=

1
� 2 � 1

�
� 1
�

�

�
�

m �

m �

�
� �

�
�

�
	




��

� 


� � 


	




��

�




	

��

� �� � �

	

�

�

	

�� � �




� � 
�

w
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Multiple Discriminant Analysis

W1

W2

FIGURE3.6. Three three-dimensional distributionsare projected onto two-dimensional
subspaces, described by a normal vectorsW1 and W2. Informally, multipl e discriminant
methodsseek the optimum such subspace, that is, the one with the greatest separation of
the projected distributions for a given total within-scatter matrix, here asassociated with
W1. From: Richard O. Duda, Peter E. Hart, and David G. Stork, Pattern Classi“cation.
Copyright c• 2001 by John Wiley & Sons, Inc.

k-Class Problem: Find a k � 1 dimensional linear subspace,
which separates the classes in an optimal fashion (d � k).
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Within-Class Scatter: Let m� = 1
n �

P
x 2X �

x be the class centroids.

� W =
P

� � k � � =
P

� � k

P
x 2X �

(x � m� )(x � m� )T

Total Mean Vector: m = 1
n

P
x x = 1

n

P
� n� m� .

Total Scatter Matrix:

� T =
X

x

(x � m)(x � m)T

=
X

�

X

x 2X �

(x � m� + m� � m)(x � m� + m� � m)T

=
X

�

X

x 2X �

(x � m� )(x � m� )T +
X

�

X

x 2X �

(m� � m)(m� � m)T

= � W +
X

�

n� (m� � m)(m� � m)T = : � W + � B

The last term � B is de� ned as generalized between-class scatter matrix.
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Projection from a d-dimensional feature space to a (k � 1)-
dimensional subspace is achieved by (k � 1) discriminant
functions yi = wT

i x, 1 � i � k � 1 (Matrix notation: ~y = W t~x).

Fisher's Criterion: J (W ) =
jW T� BW j
jW T� WW j

Solution of this equation:

� Solve the generalized eigenvalue problem � B wi = � i � W wi

for the (k � 1) largest eigenvalues.
� � B is a sum of k rank one (or less) matrices; at most (k �

1) matrices are independent (center of mass constraint)
=) j� B j � (k � 1).

� Isotropic case: space is spanned by the (k � 1) vectors
mi � m.
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Linear Discriminants and the Multicategory
Case

1

not 1

1

not 2
2

not 3

not 4

4
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3

3
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3
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4

32

1
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H14
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H34

FIGURE 5.3. Linear decision boundaries for a four-class problem. The Top � gure shows ! i =not ! i dichotomies while the bottom
� gure shows ! i =! j dichotomies and the corresponding decision boundaries H i j . The pink regions have ambiguous category
assignments. From: Richard O. Duda, Peter E. Hart, and David G. Stork, Pattern Classi� cation. Copyright c
 2001 by John Wiley
& Sons, Inc.

Idea: it is often preferable to reformulate the multiclass problem as (k � 1)
“class � – not class � ” dichotomies or k(k � 1)=2 “class � or � ” dichotomies.

Problem: some areas in feature space are ambiguously classi� ed.
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Problem of Least Squares Classi� cation
Methods: Statistical Robustness

Least Squares tries to approximate all positive examples to 1
and all negative examples to -1.

) Correctly classi� ed points with a high value and

incorrectly classi� ed points far away from c0 in� uence the hy-
perplane too much;

Leave these points out in a re� nement step
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Algorithm: Re� ne Linear Classi� cation

0. (x; c0) := initial classi� cation

do

1. Select all the points for which jA x � c0j < s

2. For these points (points close to the decision, not outliers)
compute d, such that jjA d � (2b � 1)jj is minimal.

3. Explore x + hd for positive h to see if the weighted number
of falses decreases. Replace x  x + hd.

od;

4. If there is no improvement, break out of the loop.
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Learning Methods - Nearest Neighbors (NN)

Scheme for Modeling with Nearest Neighbors

t r aining dat a

t est dat a

new dat a

validat ion

NN-t r ee

�

�

�
� �� � �� �� 	




�

� � �

�

pr edict ion




	

�
� �

�

NN-t r ee

�

�

�


 �

�

�

�

SVD
Hyper planes

DS manipulat .
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Learning Methods - Nearest Neighbors (NN)

For each d-dimensional training vector ci (1 � i � n) the value
vi is known

c1 = (c11; c12; : : : ; c1d) ! v1
... ...

cn = (cn 1; cn 2; : : : ; cn d) ! vn

���

v

���

The value of a new vector is interpolated from the values of
the k nearest neigbors in the trainings set.

Example Classi� cation: Assign a new vector to the class that
is presented most often on the k nearest neighbors.
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Application to Helix Prediction

Extract feature vectors (hydrophobicity, weight, charge) and
their values from known data

(H (A); W (A); C(A); : : : ; H (V ); W (V ); C(V ))| {z }
d� dimensional data point

! yes/no

De� ne a distance between the vectors x and y :

d(x; y ) =
p

w1(x1 � y1)2 + � � � + wd(xd � yd)2 wi > 0

Whitening of data: all dimensions should be normalized by

x0 =
�

x1 � �x1

� x 1

; : : : ;
xn � �xn

� x n

�

Wissenschaftliches Rechnen — Kernfach: Joachim M. Buhmann, (adapted from Gaston Gonnet's online lecture notes) 151/235



This preprocessing step forces the variance of all dimensi-
ons to be 1.

Simplest method to search for neighbors:

Sequential search
Complexity: # data vectors � # test vectors � # dimensions
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Range searching

Question: List all cities within 50 miles of Princeton”

Restriction of geometric shape to rectangle

Example: “List all people between 21 and 25 with income bet-
ween $60'000 and $100'000”

Extension to more than two dimensions and more general ran-
ge restrictions are possible

List all stars within 50 light-years of the sun!

Finding all records in a data base that satisfy a speci� ed range
restriction on the attributes is called range searching.
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Quad Trees

d dim. searching space is split in 2d subspaces at each node.

� For d = 1 a quad tree is a binary search tree
� For d = 2 the 2D-space is split in 4 parts at each node

Problem: Each internal node has 2d descendents.
) Many empty cells!
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Quad Trees: Example
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Quad Trees: Example
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Quad Trees: Example
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Quad Trees: Example
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k-d Trees

The root splits the data into 2 parts using the � rst dimension.

The second level splits the data along the second dimension.

�

�

�

�

�

�

�

�

� �

�

�

�

�

�

�

�

�

�

�

�

�
	
 ��




�� �

�

�
	
 ��




�� �

�

�
	
 ��




�� �

�

Wissenschaftliches Rechnen — Kernfach: Joachim M. Buhmann, (adapted from Gaston Gonnet's online lecture notes) 159/235



Projection on one Dimension

In high dimensions cycling over all dimensions will normally
exhaust the tree.

) The data is projected in one dimension that is most useful.

In each node a vector � corresponding to the normal
vector of a hyperplane and a threshold � 0 is stored

� 1x1 + � 2x2 + � � � + � dxd| {z }
� �x

=
�

< � 0

� � 0
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Resulting Tree Structure

At each node the data is projected on the direction of largest
variance.

B

C DE AF G

B

� �

�

�

�

�

�

C

D

E

A
F

G
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Choice of the Dimension

Good choice: direction � of largest variance

�

�

�

�

Histogram

a

�

�

�
�

�

�

�

a0

Hyperplane

median

ax

The largest variance is obtainted if � is the eigenvector for the
largest eigenvalue of the covariance matrix of x
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Covariance Matrix: Cov = (ci j ) with ci j = E [(xi � �xi ) (xj � �xj )]

Bad choice: direction of smallest variance

�

�

�

�

Histogram

a

�

�

�
�

�

�

�
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Building NN trees

1. Compute the covariance matrix of all points.

2. Compute the eigenvector (called � ) with the largest eigenva-
lue. Notice that j� j = 1:

3. Compute the median of f � x1; : : : ; � x1g and call it � 0.

4. Split all points in two sets (� x < � 0 or � x � � 0).

5. Build the two descendants recursively.
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The Cost of Building a NN tree

The cost of building one node of the tree with n points in d
dimensions is

N N (n) = n � d2 (for building the covariance matrix)

+ d3 (for computing eigenvalues
and eigenvectors)

+ n � d (for � nding the median of � x , � 0)

+ 2N N (n
2) (for building two subtrees -

- left and right - recursively)

= O
�
d3n + d2n logn

�

= O
�
d2n (d + logn)

�
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Searching the NN-tree

Normally we want to � nd
the k nearest neighbors

First we search for neigh-
bors that are at least �
away:

We build a set of candida-
te points, by traversing the
search tree

Check the candidates by
sequential search
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Algorithm: NNSearch

NNSearch (T: tree, x: point, � : REAL)

if T is leaf then
if (jjT:x � xjj � � then r := T:x; else r := ; ;

else
r := ; ;
if � (T)t x � � 0(T) � � then

r := NNSearch (lef t(T), x, � );
end if
if � (T)t x � � 0(T) � � � then

r := r [ NNSearch (r ight(T), x, � );
end if

end if
RETURN r ;
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Searching the k Nearest Neighbors

Search (x,k)

hlow := 0; hhigh := 10� 5; r := N N Sear ch(T; x; hhigh);
while jr j � k do

hlow := hhigh; hhigh := 2 � hhigh;
r := N N Sear ch(T; x; hhigh);

end while
while jr j 6= k ^ (hhigh � hlow) > hhigh � 10� 4 do

h := (hlow + hhigh)=2; r 2 := N N Sear ch(T; x; h);
if jr 2j < k then hlow := h;
if jr 2j = k then r := r 2;
if jr 2j > k then hhigh := h; r := r 2;

end while
if jr j 6= k then RETURN k nearest points in r ;
else RETURN r ;
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Concluding a Value from its Neighbors

Interpolation strategies based on the nearest neighbors:

1. Search for the closest point ! return its value

2. Majority (in decision problems)
Search for k next neighbors and make a majority decision:

0: : : k=3 values are ”yes” ! no
k=3: : : 2k=3 values are ”yes” ! do not know

2k=3: : : k values are ”yes” ! yes

3. Interpolation (in numerical problems)

Search for k neighbors and return the average of the k neigh-
boring values (or average weighted by distance from x)

Wissenschaftliches Rechnen — Kernfach: Joachim M. Buhmann, (adapted from Gaston Gonnet's online lecture notes) 169/235

Bucketing

Bucketing Do not split a node that has less than b points in it

For nearest neighbor trees one chooses b > d, so that the
covariance matrices are not singular!
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Additional Practical Considerations

Random � : Instead to compute � as an eigenvector, one can
search for the embedding dimension by random search. Use
the direction with the largest variance out of e.g. 20 random
directions.
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Bayes Optimal Classi� er
Class-conditional probability
density function P(xj! i )

Posterior probabilities for
priors P(! 1) = 2

3; P(! 2) = 1
3.

9 10 11 12 13 14 15

0.1

0.2

0.3

0.4

p(x|� i)

x

� 1

� 2

FIGURE 2.1. Hypothetical class-conditional probability density functions show the
probability density of measuring a particular feature value x given the pattern is in
category • i . If x represents the lightness of a “ sh, the two curves might describe the
difference in lightness of populations of two types of “sh. Density functions are normal-
ized, and thus the area under each curve is 1.0. From: Richard O. Duda, Peter E. Hart,
and David G. Stork, Pattern Classi“cation. Copyright c• 2001 by John Wiley & Sons,
Inc.

0.2

0.4

0.6

0.8

1

P(� i|x)

x

� 1

� 2

9 10 11 12 13 14 15

FIGURE 2.2. Posterior probabilities for the particular priors P•• 1• • 2•3 and P•• 2•
• 1•3 for the class-conditional probability densities shown in Fig. 2.1. Thus in this
case, given that a pattern is measured to have feature value x • 14, the probability it is
in category • 2 is roughly 0.08, and that it is in • 1 is 0.92. At every x, the posteriors sum
to 1.0. From: Richard O. Duda, Peter E. Hart, and David G. Stork,Pattern Classi“cation.
Copyright c• 2001 by John Wiley & Sons, Inc.

Bayes (Minimal) Error: Decide

(
! 1 if P(! 1jx) > P(! 2jx)

! 2 if P(! 1jx) � P(! 2jx)
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Nearest Neighbor Error Rate

Theorem: (Cover & Hart, 1967)

Let E ? be the expected error rate of the Bayes rule in a K
class problem. Then the error rate of the nearest neighbor
rule converges towards the value E1 in the L 1 sense for large
training sets with

E1 < E ?
�

2 �
K

K � 1
E ?

�

Proof: see “Maschinelles Lernen I or II”
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Error Rate of k-Nearest Neighbor Classi� er

0 0.1 0.2 0.3 0.4

0.1

0.2

0.3

0.4

Bayes Rate

P*

P

1
3
5

9
15

0.5

FIGURE4.16. The error rate for the k-nearest-neighbor rule for a two-category problem
is bounded by Ck•P• • in Eq. 54. Each curve is labeled by k; when k • • , the estimated
probabilities match the true probabilities and thus the error rate is equal to the Bayes
rate, that is, P • P• . From: Richard O. Duda, Peter E. Hart, and David G. Stork, Pattern
Classi“cation. Copyright c• 2001 by John Wiley & Sons, Inc.
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Clustering: the k-Means Problem

� Given d-dimensional sample vectors x1; : : : ; xn 2 Rd

� Assignment vector c 2 f 1; : : : ; kgn

� Prototypes y� 2 Rd (� 2 f 1; : : : ; kg)

Problem: Find c and y� that minimize

H km (c; y) =
nX

i = 1

jjxi � yci jj
2

Mixed combinatorial and continuous optimization problem
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k-Means Algorithm
1. Choose k sample objects randomly as prototypes

2. Iterate:

� Keep prototypes yci � xed and assign sample vectors xi to
nearest prototype

ci = arg min
� 2 f 1;:::;kg

jjxi � yci jj
2

� Keep assignments ci � xed and estimate prototypes

y� =
1

n�

X

i :ci = �

xi with n� = jf i : ci = � gj
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Clustering of Vector Data

Clustering: � nd compact subsets by way of k-means.

Raw data:

-1.5

-1

-0.5

0

0.5

1

1.5

-1.5 -1 -0.5 0 0.5 1 1.5

With cluster labels:

-1.5

-1

-0.5

0

0.5

1

1.5

-1.5 -1 -0.5 0 0.5 1 1.5
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NN trees used for clustering

Only meaningful dimensions should be kept. The two dimen-
sions should be well separated

Good dimension for clustering Bad dimension for clustering

Split should be done at a large gap

Attention: This could (badly!) unbalance the tree

Wissenschaftliches Rechnen — Kernfach: Joachim M. Buhmann, (adapted from Gaston Gonnet's online lecture notes) 178/235

Linear Programming (LP)

Linear programming, also called linear optimization, sol-
ves the problem:
For d independent, non-negative variables x1; : : : ; xd maximi-
ze

z = c1x1 + c2x2 + � � � + cdxd = cT x (1)

subject to the constraints

A x � b (2)

A is a n � d-matrix, c and x are d-dimensional vectors, b is a
n-dimensional vector.

! 182
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Notation/Terminology

Objective function — The function to be maximized.

Feasible vector — A vector that satis� es the constraints.

Optimal feasible vector — The feasible vector that maximi-
zes the objective function. An optimal feasible vector can fail
to exist for two different reasons.

1. No feasible vectors, i.e. given constraints are incompatible;
2. a maximum does not exist, i.e. there exists a direction in the optimizati-

on space where one or more variables diverge while still satisfying the
constraints, giving an unbounded value for the objective function.

Constraint — a linear inequality A i x � bi . Each constraint de-
� nes a hyperplane, which divides the solution-space into a
feasible and an unfeasible region.
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Simplex — the intersection of all feasible regions. (This is a
convex region.)

Slack variable — an auxiliary variable, used to modify the so-
lution of the LP problem. It has no meaning otherwise.

Simplex algorithm — The � rst algorithm (heuristic) to solve
LP-problems. (Dantzig, 1947)

Feasibility problem — The problem of determining, if a feasi-
ble simplex exists.

Optimization problem — The problem of determining the
best corner of an existing feasible simplex.
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Why is linear programming so important?

1. We are often interested in additive (linear) limitations or
bounds imposed by man or nature: minimum nutritional re-
quirement, maximum affordable cost, maximum on available
labor or capital, minimum tolerable level of voter approval,
etc. Hence we have in general inequalities, and hence equa-
tion (2).

2. The objective function that one wants to optimize may be
linear, or else may at least be approximated by a linear func-
tion - since that is the problem that linear programming can
solve. Hence equation (1).
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Example

Problem: Maximize Income!

women's men's available

shoe shoe available

production time [h] 20 10 8000

machine time [h] 4 5 2000

leather usage [dm 2] 6 15 4500

net income [C H F ] 16 32 -

We choose the following unknowns:

x1 = quantity of women's shoes

x2 = quantity of men's shoes

Corresponding Linear program:
Maximize

z = 16x1 + 32x2

Subject to

� 20x1 � 10x2 + 8000 � 0

� 4x1 � 5x2 + 2000 � 0

� 6x1 � 15x2 + 4500 � 0

x1 � 0

x2 � 0
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Answer of Linear Program
In matrix notation:

c =
�

16
32

�

A =

0

B
B
B
B
@

� 20 � 10
� 4 � 5
� 6 � 15
1 0
0 1

1

C
C
C
C
A

b =

0

B
B
B
B
@

� 8000
� 2000
� 4500

0
0

1

C
C
C
C
A

The answer turns out to be
x1 = 250, x2 = 200.

200 300 400 500 600 800 900700100

100

200

300

400

500

600

700

800

z
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Fundamental Theorem of Linear Optimization

The feasible region is a simplex and thus convex.

Since the objective function is linear, it has constant gradient
(And usually nonzero unless we have the zero function).

Thus the maximum of the objective function is on the
boundary of the simplex.

In the geometric view the objective function corresponds to
a d � 1 dimensional hyperplane that can be moved in the
direction of the normal vector.

The maximum of the objective function is reached when the
hyperplane hits the simplex.
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The Simplex Method

The Simplex Method was � rst published by Dantzig in 1948.

A walk on the vertices of the simplex is required for which the
objective function increases at each step.

The optimal feasible vector is reached after a number of itera-
tions that is almost always no larger than max(d; n) (Proof by
S. Smale 1982, folk theorem known earlier).

The simplex method is known to “loop” for certain pathological
problems. But this is not common in practice.

A better method both theoretically (termination in a polynomial
number of steps in d and n) and in practice (numerical stabi-
lity) was invented by Narendran Karmakar in 1984.
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Variants on LP

We have de� ned all unknowns to be � 0: Others algorithms
allow positive or negative values. These two modes are equi-
valent.

Double the number of the unknowns and transform every x
into xp � xn ; where xp is the positive value and xn is the ne-
gative one, and hence convert the � rst mode into the second.
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The Simplex Method

Context is now:

� A ~x � ~b

� xi � 0 assumed

Example problem:

y � 3

2x + y � 5

x � y � 1

f := x + y != max

Introduce additional (slack)
variables u; v; w � 0 :

y � 3 = � u
2x + y � 5 = � v
x � y � 1 = � w

Use an annotated table:

x y � 1
0 1 3 = � u
2 1 5 = � v
1 � 1 1 = � w
1 1 0 = f
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Example: Simplex

x

y

1

1

u = 0

x = 0

y = 0

w = 0

v = 0
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General Idea

Interchange a column variable with a row variable. Repeat this
until all coef� cients of the column variables in f (bottom row)
are nonpositive.

Choice of the column variable: f must not decrease ! bot-
tom element must be � 0.

Choice of the row variable: Stay in the feasible region.

x y � 1
0 1 3 = � u
2 1 5 = � v
1 � 1 1 = � w
1 1 0 = f
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Simplex Method: First Iteration

x

y

1

1

u = 0

x = 0

y = 0

w = 0

v = 0

Starting System:

y � 3 = � u
2x + y � 5 = � v
x � y � 1 = � w
x + y = f

Replace x (keep y = 0)

� 3 = � u ) x 2 R
2x � 5 = � v ) x � 2:5
x � 1 = � w ) x � 1

Maximum is x = 1
! replace x by w:
x = � w + y + 1
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Simplex Method: Second Iteration

x

y

1

1

u = 0

x = 0

y = 0

w = 0

v = 0

y � 3 = � u
� 2w + 3y � 3 = � v

w � y � 1 = � x
� w + 2y + 1 = f

Replace y (keep w = 0)

y � 3 = � u ) y � 3
3y � 3 = � v ) y � 1
� y � 1 = � x ) y � � 1

Maximum is y = 1
! replace y by v:
y = 2

3w � 1
3v + 1
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Simplex Method: Third Iteration

x

y

1

1

u = 0

x = 0

y = 0

w = 0

v = 0

2
3w � 1

3v � 2 = � u

� 2
3w + 1

3v � 1 = � y
1
3w + 1

3v � 2 = � x
1
3w � 2

3v + 3 = f

Replace w (keep v = 0)

2
3w � 2 = � u ) w � 3

� 2
3w � 1 = � y ) w � 3

2
1
3w � 2 = � x ) w � 6

Maximum is w = 3
! replace w by u:
w = � 3

2u + 1
2v + 3
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Final Step

3
2u � 1

2v � 3 = � w

u � 3 = � y

� 1
2u + 1

2v � 1 = � x

� 1
2u � 1

2v + 4 = f ) f � 4

... STOP

since f has reached a maximum!

Solution: x = 1 y = 3 f = 4
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Solving 'Helix Problem' with Simplex Method

LP can be used for two goals:

� Optimize a linear function under constraints!

� Determine feasibility.

In our application we are mostly interested in determining fea-
sibility.

We want the solution to be at the centre of the simplex
rather than at one corner.

(At one corner, there are at least d inequalities which are sa-
tis� ed exactly, that is too close to the boundary for a decision
problem.) But it is easy to extend LP to � nd the centre of a
feasibility region.
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In each inequality we add a new variable Sl � 0, called the
slack of the inequality:

E + 2K + V + S � 1 + Sl helix
...

Q + 2G + A + E � 0 � Sl no helix

We want to maximize the slack: c � x = Sl
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Inconsistent Data

What, if there is no feasible solution?

This may happen because of

� inconsistent data

� or d � n, i.e. too many constraints.

Again a set of slack variables is introduced. Let's call them Ti :
We will add (subtract) Ti to (from) the inequalities which are
inconsistent.
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Using Slack Variables

The penalty for Ti is re� ected by a large cost in the functional,
say � 106; or by a functional with only � Ti : For example, suppo-
se that inequalities 1 and 2 belong to an unfeasible set. Then
we write:

E + 2K + V + S + T1 � 1

T1 � 0

Q + 2G + A + E � T2 � 0

T2 � 0

c � x = � T1 � T2
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The penalties Ti can also be used to re� ect the con� dence that
we have in the training data. Suppose that we have two (could
be more) classes of data:

class 1: E + 2K + V + S + T1 � 1 very good data
� � �

class 2: Q + 2G + A + E � T2 � 0 more doubtful data
� � �

If we can quantify a relation between the errors of the classes,
e.g. one error in class 1 is equivalent to twice the error in class
2, then we can implement this notion by setting cTi = � 1 for the
slack variables in class 1 and cTi = � 1

2 for the slack variables
in class 2.
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c � x = cT1T1 + cT2T2 = � 1T1
1
2
T2
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Alternative Method

Another alternative is to assume that the data contained some
errors, and we want to eliminate these errors.

The problem of identifying the minimum number of constraints
to be removed s.t. we � nd a solution, is very dif� cult (NP com-
plete). A greedy heuristic does quite well in general:

� Assign all cTi = � 1

� Compute a solution.

� Eliminate the constraint which has the largest value of Ti :

� Repeat until a feasible solution with all Ti = 0 is found.
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Prediction

Once we have found a solution to the LP problem, the decision
function used for prediction is:

� 1x1 + � 2x2 + � � � � 1 (helix)
� � � � 0 (non-helix)

Using instead � 1x1 + � 2x2 + � � � � � 0

� � � � � 0 does not help,

unless we use additional data. (If it would help, then there would
be a better linear formula, found by the LP.)
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Linear Programming versus Least Squares

LS uses all information: Every data-point “pushes” the solution
in one direction.

LP uses only a subset of all data-points (sparseness):

� Some are just ignored because they satisfy the constraints.
� Some are incompatible and discarded.
� The unused ones (both of the above) play no role for the

answer.

Analogy between (LS, LP) and (mean, median): Given a set of
values, the mean minimizes the sum of squares of its distan-
ce to each point in the set. The median is a value for which
half of the values are less and half of the values are larger.
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Support Vector Machine (SVM)

Idea: use a linear classi� er with margin and a non-linear
feature transformation.

m
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Short Introduction to Optimization Theory

De� nition (Primal Problem):

Given an optimization problem with domain 
 � Rd,

minimize f (a); a 2 

subject to gi (a) � 0; i = 1; : : : ; k

hi (a) = 0; i = 1; : : : ; m

The generalized Lagrangian function is de� ned as

L(a; � ; � ) = f (a) +
kX

i = 1

� i gi (a) +
mX

i = 1

� i hi (a)
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Lagrangian Dual Problem (1797)

De� nition (Langrangian Dual Problem):

The respective Lagrangian dual problem is given by

maximize � (� ; � );
subject to � i � 0; i = 1; : : : ; k

where � (� ; � ) = inf
a2 


L (a; � ; � )

The value of the objective function at the optimal solution is
called the value of the problem.

The difference between the values of the primal and the dual
problems is known as the duality gap.
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Theorem

Theorem: Let a 2 
 be a feasible solution of the primal pro-
blem of the previous de� nition and (� ; � ) a feasible solution of
the respective dual problem. Then f (a) � � (� ; � ).

Proof:

� (� ; � ) = inf
u2 


L (u; � ; � )

� L (a; � ; � )

= f (a) +
nX

i = 1

� i|{z}
� 0

gi (a)| {z }
� 0

+
nX

i = 1

� i hi (a)| {z }
= 0

� f (a)

The feasibility of a implies gi (a) � 0 and hi (a) = 0, while the
feasibility of (� ; � ) implies � i � 0.
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Duality Gap

Corollary: The value of the dual problem is upper bounded by
the value of the primal problem,

sup f � (� ; � ) : � � 0g � inf f f (a) : g(a) � 0; h(a) = 0g

Theorem: The tripple (a� ; � � ; � � ) is a saddle point of the Lag-
rangian function for the primal problem, if and only if its com-
ponents are optimal solutions of the primal and dual problems
and there is no duality gap, the primal and dual problems ha-
ving the value

f (a� ) = � (� � ; � � )

Wissenschaftliches Rechnen — Kernfach: Joachim M. Buhmann 207/235

Kuhn-Tucker Conditions (1951)

Theorem: Given an optimization problem with convex domain

 � Rd,

minimize f (a); a 2 

subject to gi (a) � 0; i = 1; : : : ; k

hi (a) = 0; i = 1; : : : ; m

with f 2 C1 convex and gi , hi af� ne, necessary and suf� cient
conditions for a normal point a� to be an optimum are the exi-
stence of � � , � � such that

@L(a� ; � � ; � � )
@a

= 0
@L(a� ; � � ; � � )

@�
= 0

� �
i gi (a� ) = 0; gi (a� ) � 0; � �

i � 0; i = 1; : : : ; k
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Support Vector Machine (SVM)

Idea: linear classi� er with margin and feature transformation.

Transformation from original feature space to nonlinear fea-
ture space.

y i = � (x i ) e.g. Polynomial, Radial Basis Function, ...

� : Rd ! Rm with d � m

zi =
�

+ 1
� 1

if x i in class
�

! 1

! 2

Training vectors should be linearly separable after mapping!

Linear discriminant function:

g(y ) =
at y
jjajj
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Support Vector Machine (SVM)

Find hyperplane that maximizes the margin m with

zi g(y i ) � m for all y i 2 Y

m

Vectors y i with zi g(y i ) = m are the support vectors.
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SVM Learning

Find a with jjajj = 1, such that the margin m is maximized

maximize m
subject to 8 y i 2 Y : 1

j jaj j zi at y i > m

Equivalent: Minimize jjajj for a given margin m = 1

minimize T (a) = 1
2at a

subject to zi at y i � 1

Lagrange Function:

L (a; � ) =
1
2
at a �

nX

i = 1

� i
�
zi at y i � 1

�
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Stationarity of Lagrangian

Differentiation:

@L(a; � )
@a

= a �
nX

i = 1

� i zi y i = 0 ) a =
nX

i = 1

� i zi y i

Resubstituting into the Lagrangian function L(a; � )

L (a; � ) =
1
2
at a �

nX

i = 1

� i
�
zi at y i � 1

�

=
1
2

nX

i = 1

nX

j = 1

� i � j zi zj y t
i y j �

nX

i = 1

nX

j = 1

� i � j zi zj y t
i y j +

nX

i = 1

� i

=
nX

i = 1

� i �
1
2

nX

i = 1

nX

j = 1

� i � j zi zj y t
i y j (note the scalar product!)
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Dual Problem

The Dual Problem for support vector learning is

maximize W (� ) =
P n

i = 1 � i � 1
2

P n
i = 1

P n
j = 1 zi zj � i � j y t

i y j

subject to � i � 0

The optimal hyperplane a� is given by

a� =
nX

i = 1

� �
i zi y i

where � � are the optimal Lagrange multipliers maximizing the
Dual Problem.
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Support Vectors

The Kuhn-Tucker Conditions for the maximal margin SVM are

� �
i (zi a� t y i � 1) = 0; i = 1; : : : ; n

� �
i � 0; i = 1; : : : ; n

zi a� t y i � 1 � 0; i = 1; : : : ; n

The � rst one is known as the Kuhn-Tucker complementary
condition. The conditions imply

zi a� t y i = 1 ) � �
i � 0 Support Vectors

zi a� t y i 6= 1 ) � �
i = 0 Non Support Vectors
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Soft Margin SVM

For each trainings vector y i 2 Y a slack variable � i is introdu-
ced to measure the violation of the margin constraint.

Find hyperplane that maximizes the margin zi at y i � m(1 � � i )

x3

x2
x1

m

Vectors y i with zi at y i = m(1 � � i ) are called support vectors.
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Learning the Soft Margin SVM

The slack variables are penalized by L 1 norm.

minimize T (a; � ) = 1
2at a + C

P n
i = 1 � i

subject to zi at y i � 1 � � i

� i � 0

Lagrange function:

L (a; � ; � ; � ) =
1
2
at a + C

nX

i = 1

� i

�
nX

i = 1

� i
�
zi at y i � 1 + � i

�

�
nX

i = 1

� i � i
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Stationarity of Primal Problem

Differentiation:

@L(a; � ; � ; � )
@a

= a �
nX

i = 1

� i zi y i = 0 ) a =
nX

i = 1

� i zi y i

@L(a; � ; � ; � )
@� i

= C � � i � � i = 0

Resubstituting into the Lagrangian function L(a; � ; � ; � )

L (a; � ; � ; � ) = 1
2at a + C

P n
i = 1 � i

�
P n

i = 1 � i [zi at y i � 1 + � i ] �
P n

i = 1 � i � i
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L (a; � ; � ; � ) = 1
2

P n
i = 1

P n
j = 1 � i � j zi zj y t

i y j + C
P n

i = 1 � i

�
P n

i = 1

P n
j = 1 � i � j zi zj y t

i y j +
P n

i = 1 � i (1 � � i )

�
P n

i = 1 � i � i

=
P n

i = 1 � i � 1
2

P n
i = 1

P n
j = 1 � i � j zi zj y t

i y j

+
P n

i = 1(C � � i � � i| {z }
= 0

)� i

=
P n

i = 1 � i � 1
2

P n
i = 1

P n
j = 1 � i � j zi zj y t

i y j
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Constaints of the Dual Problem

The dual objective function is the same as for the maximal mar-
gin SVM. The only difference is the constraint

C � � i � � i = 0

Together with � i � 0 it implies

� i � C

The Kuhn-Tucker complementary conditions

� i (zi at y i � 1 + � i ) = 0; i = 1; : : : ; n

� i (� i � C) = 0; i = 1; : : : ; n

imply that nonzero slack variables can only occur when � i = C.
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Dual Problem of the Soft Margin SVM

The Dual Problem for support vector learning is

maximize W (� ) =
P n

i = 1 � i � 1
2

P n
i = 1

P n
j = 1 zi zj � i � j y t

i y j

subject to C � � i � 0

The optimal hyperplane a� is given by

a� =
nX

i = 1

� �
i zi y i

where � � are the optimal Lagrange multipliers maximizing the
Dual Problem.

Only for support vectors it holds � �
i > 0
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Non–Linear SVMs

Feature extraction by non linear transformation y = � (x)

Problem:
y t

i y j = � t (x i )� (x j )

is the inner product in a high dimensional space.

A kernel function is de� ned by

8x; z 2 X : K (x; z) = < � (x); � (z) >

Using the kernel function the discriminant function becomes

f (x) =
nX

i = 1

� i zi K (x i ; x)
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Characterization of Kernels

For a symmetric matrix K (x i ; x j )jni ;j = 1 there exists

K = V � V t

V : orthogonal matrix of eigenvectors (vt i )jni = 1

� : diagonal matrix of eigenvalues � t

Assume all eigenvalues nonnegative and consider mapping

� : x i !
� p

� t vt i

� n

t = 1
2 Rn ; i = 1; : : : ; n

Then it follows

< � (x i ); � (x j ) > =
nX

t = 1

� t vt i vt j =
�
V � V t �

i j = K i j = K (x i ; x j )
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Positivity of Kernels

Theorem: Let X be a � nite input space with K (x; z) a symme-
tric function on X . Then K (x; z) is a kernel function if and only
if the matrix

K = (K (x i ; x j ))
n
i ;j = 1

is positive semi-de� nite (has only non-negative eigenvalues).

Extension to in� nite dimensional Hilbert Spaces:

< � (x); � (z) > =
1X

i = 1

� i � i (x)� i (z)
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Mercer's Theorem

Theorem (Mercer): Let X be a compact subset of Rn . Suppo-
se K is a continous symmetric function such that the integral
operator Tk : L 2(X ) ! L 2(X ),

(Tk f )( �) =
Z

X
K (�; x)f (x)dx;

is positive, that is

Z

X � X
K (x; z)f (x)f (z)dxdz > 0 8 f 2 L 2(X )

Then we can expand K (x; z) in a uniformly convergent series
in terms of Tk 's eigen-functions � j 2 L 2(X ), with jj� j jjL 2 = 1
and � j > 0.
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Possible Kernels

Remark: Each kernel function, that hold Mercer's conditions
describes an inner product in a high dimensional space. The
kernel function replaces the inner product.

Possible Kernels:

a) K (x; z) = exp
�

�
jjx � zjj2

2� 2

�
(RBF Kernel)

b) K (x; z) = tanh � xz � b (Sigmoid Kernel)

c) K (x; z) = (xy )d (Polynomial Kernel)

K (x; z) = (xy + 1)d
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Example: Hand Written Digit Recognition

� 7291 training images und 2007 test images (16x16 pixel, 256
gray values)

Classi� cation method test error
human classi� cation 2.7 %
perceptron 5.9 %
support vector machines 4.0 %
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Neural Networks (NNet)

t r aining dat a

t est dat a

new dat a

validat ion

r andom NNet
f or st ar t ing

pr edict ion

t r ained
NNet

NNet
opt imizat ion
t echniques
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Modelling with Neural Networks
Idea of Neural Networks:
Simulate the Brain

The main objects are cells:

A neural network is an acyclic
graph of such nodes, where the
outputs of one layer are the in-
puts of the next layer

A set of output nodes is chosen
as the “answer”.

We will use:

� logical operations OR,
AND, NOT,

� signals between 0 and 1,

� or-threshold,

� inverter,

� multipliers.
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Constructing a Network

Constructing a network to answer a training set is very dif� cult!
It is NP - complete.

So why is it attractive to use NNets?

The attractiveness is to create (� nd) a very small and ef� cient
machine to solve the problem. (Occam's “Razor principle” – a
solution should be as easy as possible!)

The process to create a neural net is highly heuristic. It consists
of two steps, which may be repeated many times to create dif-
ferent nets:

1. Build a random net

2. “Train” this net on the training set.
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Building a starting Random Net

� choose randomly type and parameters of node

� choose randomly number of inputs (k)

� connect to k randomly chosen inputs and outputs1 until net
is larger (4� ) than desired

� run the training set over the net

� choose the output (or the complement) which ever makes
fewer mistakes

� remove all nodes which do not contribute (are not ancestors)
of the output
1The choice of net-look and kind of inputs is usually problem speci� c
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Training the Network

General principle: Run the net on the training set, and every
time it gives a right answer leave it as it is or “reinforce” the
path. Every time, it makes a mistake, “punish” it:

� change thresholds (parameters)

� add / delete connections or nodes with their connections

The changes can be done after

� a careful analysis of the successful/unsuccessful paths,

� Alternatively a number of random changes can be tried, until
one is successful. (Normally this is much faster.)
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Post Processing

A post analysis of the net is also useful:

� Run over the training set and look for edges or nodes, which
were never used; remove them.

� Once that several nets have been built and trained, we may
try to combine them to produce better results. This may be
done just by straight addition of the two nets or by splitting
the nets and combining their parts. This is like genetic algo-
rithms. (Take from every one, what is good.)

A network can be ef� ciently implemented as a program or even
implemented as hardware.

Theoretical results show, that to � nd the correct (best) network
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with the topology i.e. a two level or-and-threshold, is already
NP-complete. In all likelihood this means that if the training is
perfect, it will take more than polynomial time to � nd the correct
net.
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H. R. SCHWARZ, Numerische Mathematik, B.G. Teubner,
Stuttgart, Chapters 2, 1.4

W. H. PRESS ET AL., Numerical recipes in C: the art of scien-
ti� c computing, Cambridge University Press, 1992, Chapter
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Range Searching:

ROBERT SEDGEWICK, Algorithms, Addison Wesley, 1988,
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Online Material

DISguiSE – a program for SSP:
ht t p: / / www. dl . ac. uk: 801/ CCP/ CCP11/ DI SguI SE/
st r uct ur e pr edi ct i on/ pept i dest r uct ur e. ht ml

General information about DISguiSE:
ht t p: / / www. dl . ac. uk: 801/ CCP/ CCP11/ DI SguI SE/

The polypeptide chain:
ht t p: / / www. med. uni bs. i t / ˜ mar chesi / pps97/
cour se/ sect i on3/ pept i de2. ht ml
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